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Abstract. The great diversity of terrestrial plants testifies to a wide variety of life-history strategies for
dealing with the problem of surviving to reproduce in a stressful environment while competing with other
biota. It is essential to develop an understanding of how global environmental changes are perturbing the
distribution of species throughout the globe. However, the most abundant collections of historic data on
species distributions, i.e., museums and herbaria, are affected by sample biases that strongly compromise
our ability to use these data for change detection studies. Here, we present a simulation study to find
robust methods for rejecting spurious shifts in the geographic range or the environmental niche occupied
by species, under a variety of sampling biases. We present two methods for addressing bias. The first
method is a Bayesian weighting method from machine learning theory, in which each specimen is
reweighted to achieve uniform sampling intensity in time, based on sampling intensity for all specimens.
An alternative method uses binomial probabilities of selecting the observed number of samples of a target
relative to all specimens, and estimates the likelihood associated with the binomial probabilities using
Markov chain Monte Carlo (MCMC). We find that without dealing with sampling bias, using raw data is
almost certain to provide inaccurate results, under even the mildest perturbations to idealized sampling.
Among the two methods for addressing bias, the empirical estimate of the probability density of a change
provided by MCMC was essential for accurately rejecting false changes. The performance of the weighting
method, while an improvement over the use of raw data, was limited to cases in which the bias was weak.
We conclude that species distribution changes are most robustly estimated using binomial probabilities, in
which the probability space is explored empirically by MCMC.
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INTRODUCTION

global and regional climate (Millennium Ecosystem Assessment 2005). These stressors can drive
changes in individual mortality, fecundity, and
growth, both as a consequence of chemical and
physical perturbations as well as changes in their
biotic interactions with other species (Hirsch
2010). As a consequence, there has been a large

The Earth’s biogeochemical processes are
profoundly perturbed by multiple anthropogenic
stressors, including alterations to nutrient cycling, conversions of land use to both more
disturbed and abandoned states, and changes in
v www.esajournals.org
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effort to characterize and map the environmental
niches of different species, in order to protect
species diversity in the context of rapid change
(Hoekstra and Molnar 2010, Loarie et al. 2009,
Wake et al. 2009). Because physical, chemical,
and biotic interactions for each species are
complex, efforts to detect temporal changes in
species ranges and/or associated environmental
niches have been fundamental to developing an
empirical comprehension of the effects of global
change on biology, including biodiversity, biogeochemistry, and ecosystem function and services (Parmesan 2006, Parmesan and Yohe 2003,
Root et al. 2003, Walther 2010).
A major challenge to characterizing the spatial
distribution of species, as predicted by a model of
their environmental niche, has been the availability of survey data, and the limitations of the
data that is available. True characterization of the
realized niche depends on both presence and
absence data for a species, but most data only
testify to species presence. The location of each
species record can be linked to environmental
factors present at the site, on a gridded representation, but often the spatial accuracy of the
species records is coarse, and biases in the
original sampling patterns of specimens convolve the distribution of the species with
sampling distribution (Araujo and Guisan 2006,
Tingley and Beissinger 2009). The first two points
have been addressed using a variety of modeling
techniques oriented toward the limitations of
having presence-only data depending on relatively coarse-grained environmental grids to
characterize the environmental niche (Elith et
al. 2006). However, we are left with the profound
consequence of selection bias underlying the
sample distribution, which impacts change detection studies just as it impacts species distribution models (SDMs).
It is commonly understood that sample selection bias in biological survey includes both
autocorrelation and preference. Autocorrelation
means that samples tend to occur in proximity to
other samples, and preference means that some
locales, such as trails or areas near population
centers, tend to be sampled more than other
locales. In principle, autocorrelation and preference need not lead to bias, and in fact in Monte
Carlo approaches in which a function (such as a
species distribution) is to be estimated by point
v www.esajournals.org

sampling across some domain, ‘‘importance
sampling’’ can result in reduced variance of the
estimated function with fewer samples, provided
that the underlying bias is known and factored
out (Metropolis et al. 1953). However, it is rare
that the underlying sampling scheme is explicitly
known and can be factored out (one exception is
the Forest Inventory and Analysis program), and
consequently the bias remains in the sampled
observations. Furthermore, even in importance
sampling, importance per se is taken to be
proportional to the function itself, and therefore
underemphasizes sampling at the tails of the
distribution, which are often of particular interest
in biological studies.
Correction for sample selection bias has a long
history (Heckman 1979), and bias correction in
presence-only SDMs in particular has recently
been the subject of both formal mathematical
analysis (Cortes et al. 2008, Dudik et al. 2005,
Zadrozny 2004) and application and testing
(Elith and Leathwick 2007, Phillips et al. 2009).
Nevertheless, change detection studies (Kelly
and Goulden 2008, Lenoir et al. 2008, Shoo et
al. 2006, Tingley and Beissinger 2009, Crimmins
et al. 2011) have tended to rely on more robust
presence-absence survey data, carefully controlling for changes in selection bias over time along
the geographical gradients (latitude and longitude) and environmental gradients (temperature
and elevation) being considered by subsampling
large datasets to ensure equal representation
across elevation, temperature, or geography. This
paper addresses the opportunity to use presenceonly data such as herbarium or museum specimens for change detection studies, by incorporating results from sample selection bias
correction theory (Cortes et al. 2008) and maximum likelihood parameter estimation (Bolker
2008), with the practical goal of identifying
robust statistics for accurately detecting change
in either the geographical range or the environmental niche of a species, at well-defined levels
of statistical confidence.
The present study is oriented around exploiting the large collection of plant specimen records
vouchered by the Consortium of California
Herbaria (CCH, http://ucjeps.berkeley.edu/
consortium/). While potentially a trove of useful
data to detect shifts in individual species and
assemblages over the 20th century (Shaffer et al.
2
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1998, Tingley and Beissinger 2009, Willis et al.
2008), the specimens in the collection are as
idiosyncratic as the famous botanists who collected them, and contain spatial and temporal
biases that reflect the expanding road and trail
network in the state; the locations of knowledge
centers, especially universities with professional
botanists; the growth of population centers
housing amateurs; surveys oriented toward
particular blank spots on the map; and the wake
of disturbance by agriculture, city building, and
invasive species. All of these varied factors are
superimposed on the spatial distribution of the
plant species themselves that are the target of
analysis (Fig. 1). Moreover, many famous surveys of California’s flora are not necessarily
represented in this collection; Jepson’s extensive
travels in the Mojave desert in the 1910s are
absent; only a small fraction of Wieslander’s
vegetation type mapping project of the 1920s and
1930s shows up as vouchered specimens (Keeley
2004); and the few mapped points attributed to
Joseph Grinnell (and his father Fordyce) do not
testify to the abundant unmapped specimens
they collected, which lack geographic coordinates, essentially rendering them lost.
Recent efforts to represent and account for
sample selection bias in SDM efforts of individual species have taken advantage of the more
abundant collection of samples within the same
broad clade (aves, plants, vertebrates) in the
same region. For a given collection of data points
describing the locations of a species and the
environmental characteristics at those sites, the
relative abundance of a species along an environmental gradient is thought to be the product
of the niche of the species itself, describing its
fundamental constraints by the environment and
biotic interactions, and the distribution of sampling intensity along the same gradient. What is
abundantly clear from an herbarium collection
like the CCH is that variation in sampling
intensity is inextricable from the apparent abundance of any particular species in geographic or
environmental space (Freitag et al. 1998, Reddy
and Davalos 2003). However, it is also apparent
that the abundance of specimens itself allows for
some characterization of biases in sampling
intensity. Fig. 2 shows all mappable herbarium
specimens in the CCH database in California’s
Sierra Nevada ecoregion (Fig. 1) split into an
v www.esajournals.org

early time period spanning 1900–1969 and a late
time period from 1970 until 2005. The density of
points testify to trails spanning the range, more
easily accessible foothills along the western edge,
the presence of lodging around Lake Tahoe, and
other features that illustrate that these samples
were collected by people with a particular
apprehension of the landscape and an eye
toward documenting California’s rich endemic
flora. The bias in sample collection between the
early and late period is characterized by the
relative difference in sampling intensity in the
two periods (defined formally below) for each
grid cell. Thus, cells with more samples in the
early period than the late period are shown with
hot colors and conversely relatively sparse
sampling in the early period is shown with cool
colors. Superimposed on this map is the collection of Mimulus aurantiacus Curtis (sticky monkeyflower) in the CCH collections in each time
period. Interestingly, the locales with the most
monkeyflower specimens have the greatest underlying sampling intensity for plant species at
large. The premise of this paper is to test the
notion that an estimate of the ‘‘true’’ relative
abundance of a single species such as the monkey
flower in space, or along an environmental
gradient, can be recovered by somehow factoring
out the underlying sample bias, as estimated by
the bias of sampling for all species. While this
premise has been explored in presence-only SDM
efforts (Elith and Leathwick 2007, Phillips et al.
2009) and has some theoretical justification
(Cortes et al. 2008), we aim to test whether the
resulting estimates of corrected relative abundance along the landscape can reliably be used
for hypothesis testing of whether shifts in species
distribution have occurred.
While it is not original to use museum
specimens and historical surveys to search for
evidence of shifts in species distribution in
modern time (Kelly and Goulden 2008, Lenoir
et al. 2008, Lenoir et al. 2009, Moritz et al. 2008,
Willis et al. 2008) these studies have two distinct
advantages that essentially moot the sample
selection bias issues outlined above: they are
based on intensive surveys that characterize both
absence and presence; and the modern surveys
are designed to resample the exact locales of the
historic effort. To the extent that sampling
intensity varies in time, presence/absence surveys
3
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Fig. 1. Collection locations of herbarium specimens attributed to several California botanists, spanning 1884–
1995. Collection locales reflect the changing distribution of knowledge centers and accessibility, but importantly
there is an absence of specimens from known botanical expeditions, including Grinnell’s survey of the Sierra
Nevada, Jepson’s forays into the Mojave, and Wieslander’s comprehensive vegetation cover mapping effort.

can be stratified and resampled to ensure equal
sampling intensity over time (Lenoir et al. 2008,
Shoo et al. 2006). To our knowledge, a robust
v www.esajournals.org

technique to address sample selection bias in
museum collections for which only the presence
of a species is known has yet to be proposed or
4
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Fig. 2. Changes in sampling intensity over the 20th century in the Sierra Nevada ecoregion in California. Small
dots represent each herbarium accession, and clusters of dots illustrate concentrations of sampling intensity. The
difference in sampling intensity between the two periods is represented by a weight assigned to each grid cell.
Cells with greater sampling intensity (warm colors) have weights , 1, and cells with less sampling intensity (cool
colors) have weights . 1. Circles show sample locales for Mimulus aurantiacus Curtis (sticky monkeyflower).
Note that places with the highest number of Mimulus aurantiacus accessions in each time period also have higher
sampling intensity for plant species overall.

tested. The present work presents the mathematical basis of two methods for correcting for
sample selection bias, and uses simulation
experiments to examine how well these techniques work, which is quantified by their ability
to reject spurious shifts of a known species
distribution with known underlying sampling
bias. The techniques are explored for their
sensitivity to sample size, the nature of selection
bias and the complexity of the underlying
gradient that the species inhabits in geographic
space.
Although the analyses presented focus only
recovering an unbiased estimate of the species
niche along the environmental gradient, the
methods are generically applicable to detecting
changes in distribution along any 1-D variable
spanned by the collected samples, including
geographical range. Nevertheless, for simplicity
we will generally refer to the distribution being
along an environmental gradient.
v www.esajournals.org

METHODS
Bayesian reweighting of sample
probability distribution
The goal of this study is to examine the
temporal change in distribution of a target
species of plant in the presence of sampling bias.
Much of the following takes from the derivation
of Cortes et al. (2008), but adapted to the goal of
recovering the distribution of a target species
along an environmental gradient in the presence
of biased sampling. The plants of interest exist in
some domain of continuous environmental space
termed Z, at some time t. Following Cortes et al.
(2008), plants are identified as belonging to the
target species using the label set Y, having values
f0, 1g. Let NS samples be drawn from the
domain, where each sample, indexed i, has
values xi ¼ (zi, yi, ti ). Let U represent an ideal
uniform sampling distribution from which x
triplets might be drawn, but B be the actual
distribution of samples, which are selected on the
5
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basis of the random variable S, such that sampled
plants are labeled s ¼ 1. In the sample selection
bias problem, B has the same support as U, but is
biased in some way.
The probability of drawing x according to a
uniform distribution U is related to the actual
distribution B using the definition of s: PB[x] ¼
PU[xjs ¼ 1]. Because the support of B and U are
the same, all points x can be sampled with nonzero probability, so P[s ¼ 1jx] 6¼ 0. By Bayes’
theorem the probability of sampling x in B can be
related to the probability of sampling x in U by:

assumes that sampling across space should be
uniform but could vary in time, whereas the
latter assumes that sampling in time should be
uniform, but could vary in space. We found the
justification for uniform spatial sampling to be
weak, both because environmental gradients are
not themselves uniformly distributed, and because species richness, and consequent sampling
intensity, ought not be uniform across environmental gradients. Therefore, we focused on
temporal reweighting, where for each bin zj, the
number of samples in each tk is reweighted to
achieve a uniform temporal distribution across
P½xjs ¼ 1P½s ¼ 1
P½s ¼ 1
¼
PB ½x: ð1Þ the two time periods. For example, say 10
PU ½x ¼
P½s ¼ 1jx
P½s ¼ 1jx
samples were collected in t ¼ 1, for zL  zj ,
The goal for correction of sample selection bias is zU, which will called bzj,t¼1. For the corresponding
therefore to find the set of weights W, where wi ¼ range in zj for t ¼ 2, mzj,t¼2 ¼ 20 samples were
P[s ¼ 1]/P[s ¼ 1jxi], that allow us to make collected. The weight wzj,1 for all specimens in t ¼
inferences on the samples as though they were 1 for this range would be wzj,1 ¼ [(bzj,t¼1 þ bzj,t¼2)/
drawn from a uniform distribution. If we make 2]/bzj,t¼1 ¼ 1.5, which is the ratio in the expected
the assumption that the sampling bias itself is number of samples for a uniform distribution
independent from the labels Y identifying our divided by the number of samples in the actual
target species, we can calculate the weights as wi distribution. The weight for t ¼ 2 would be wzj,t¼2
¼ P[s ¼ 1]/P[s ¼ 1jzi, ti], using all samples. This is ¼ [(bzj,t¼1 þ bzj,t¼2)/2]/bzj,t¼2 ¼ 0.75. The weighted
the same assumption as invoked by Phillips et al. sample size for each period is equal: wzj,t¼1bzj,t¼1 ¼
(2009), in which a large group of all sampled wzk,t¼2bzj,t¼2 ¼ 15 ¼ uzj,t.
specimens is used as a proxy for sample selection
bias underlying the target species within the Markov chain Monte Carlo estimation of
samples. P[s ¼ 1] is the probability of being binomial sampling probabilities
An alternative way of framing the sample bias
sampled, which is a constant value, independent
of z and t, and thus represents a uniform problem would be to consider each species
sampling probability. P[s ¼ 1jzi, ti] is the observation as a realization of a binomial
probability of being sampled at a particular sampling problem, i.e., a coin toss where the
value of z and t. It is straightforward to see probability of drawing our target species is
how P[s ¼ 1] and P[s ¼ 1jzi, ti] are estimated for a defined as the binomial probability p. In this
discrete probability distribution. Let Z be dis- scenario, we wish to determine whether the p
cretized into NZ bins indexed by j, namely zj¼1 (which could differ across the environmental
. . . zj¼NZ, and let t be discretized into two bins gradient Z ) changes over time, given the
indexed by k, namely tk¼1, tk¼2. P[s ¼ 1jzi, ti] is possibility that there is also a confounding
estimated as bzj,tk/NS, the frequency of specimens change in sampling intensity over time and
found in the range zL  zj , zU and tk ¼ f1, 2g space. As with the derivation above, we will
expected under the biased distribution B. Corre- assume that the bias is independent of the
spondingly, the probability P[s ¼ 1] is estimated identity of our target species, denoted by the
as the frequency of specimens found in the range label Y. Define the binomial probability pzj,tk as
zL  zj , zU and tk ¼ f1, 2g expected under a the probability that a sample is a member of the
uniform distribution, i.e., P[s ¼ 1] ¼ uzj,tk/NS. target species in time period tk and in some range
Thus, for each combination of zL  zj , zU and tk of the environmental gradient zL  zj , zU. As in
the Bayesian reweighting, Z and t are discretized
¼ f1, 2g, wi ¼ uzj,tk/bzj,tk.
In principle, the above weighting scheme could to facilitate counting samples. Given bzj,tk total
be calculated across Z, within one tk, or across t, samples in time period tk and environmental bin
for a single value of zj. The former scheme zj, the probability that yzj,tk of them will have the
v www.esajournals.org
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label Y ¼ 1 is given by the probability distribution:
P½yjs; p ¼

b!
py ð1  pÞby
y!ðb  yÞ!

Simulation procedure
Simulations were used to generate random
spatial realizations of plant distribution in two
time periods. From among these populations of
plants, samples were chosen randomly with
some pre-defined bias in each time period. A
small subset of these samples is then randomly
labeled as belonging to our target species. Finally,
given these ‘‘data’’ as samples and target species,
statistics are calculated on the mean and distribution of the target species and tested for
significant differences. The detailed simulation
procedure is as follows (note that X and Y will
now refer to Cartesian coordinates, i.e., easting or
northing, while Z retains its meaning as the
environmental gradient):

ð2Þ

where subscripts for all terms are identical (zj, tk)
and have been omitted for clarity. Let Zt¼k denote
the mean of the labeled samples along the
gradient Z for time t ¼ k, and zj be the center
value of z in bin j. The estimate of Zt¼k ¼ Rjpzj,t¼kzj/
Rjpzj,t¼k, and therefore the estimate of the change
in the mean over time is
X
X
pzj;t¼2 zj
pzj;t¼1 zj
j

j

dZ ¼ X
 X
:

pzj;t¼2
pzj;t¼1
j

ð3Þ

j

1. Simulate the X and Y locations for a large
number of plants (Nplant ¼ 106 ), where X
and Y ;U(0, 10). X and Y were blocked in a
10 3 10 grid such that each grid cell had 104
plants.
2. Define an environmental gradient Z (Fig. 3)
that spans the territory defined by X and Y.
In the simple case, Z ¼ X þ Y (a slope from
lower left to top right), and in a more
complicated case, Z is a ridge with a low flat
plain in the lower left and a high flat plain
in the upper right:

The maximum likelihood (ML) binomial probabilities are trivially solved as pzj,tk ¼ yzj,tk/bzj,tk,
which yields the maximum likelihood estimate of
dZ. This value is hard to interpret however,
because the ML estimate gives no information on
whether a significant portion of the distribution
of dZ overlaps zero. This problem can be
addressed using a Markov chain Monte Carlo
(MCMC) integration, which is a tool to study the
joint distribution of p’s, in proportion to their
likelihood, and thence the distribution of dZ
conditioned on the data. Using Eq. 2, the
likelihood function was defined as

X þ Y ,5 ) Z ¼ 0
5  X þ Y , 10 ) Z ¼ ðX þ Y  5Þ2

logLðpþ Þ ¼ R R½logCðb þ 1Þ  logCðy þ 1Þ
zj tk

 logCðb  y þ 1Þ þ ylogCðpþ Þ
þ ðb  yÞlogCð1  pþ Þ

10  X þ Y , 15 ) Z ¼ 20  ðX þ YÞ

ð4Þ

15  X þ Y ) Z ¼ 5

where pþ is a candidate set of values for the
binary probabilities for each combination of zj
and tk and logL(pþ) is the log likelihood of the
candidate set. The set of probabilities pþ is
generated from a previous candidate set of
probabilities p using a random walk, viz. pþ ¼
p þ e*f, where f ;N(0, 1) and e is a small
number on the order of 102 to 104. LogC is the
natural logarithm of the gamma function. Consistent with the Metropolis-Hastings algorithm
(Press et al. 2007), candidate parameter sets pþ
are accepted with probability min(1, exp
(logL(pþ)  logL(p)), yielding a set of accepted
values that are distributed according to the
likelihood function.
v www.esajournals.org

3. From the population of all plants, select
approx Nsample ¼ 104 samples, by generating a Nplant random variables u ;U(0, 1)
and labeling plant i sampled if ui ,
Nsample/Nplant. Three variations are imposed in this step to introduce three types of
bias (Fig. 4).
a. In the ‘‘patchy’’ bias, XY space is divided
into a grid, and each grid cell is assigned
a number of samples g ;U(0, Nsample/
Nplant*2). In this case a plant is sampled
if ui , g/Nplant/Ncell, where Ncell is the
number of grid cells. This produces a
spatially random patchy grid of sam7
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Fig. 3. Two different patterns of an environmental gradient ‘‘Z’’ situated in a territory defined in cartesian
coordinates X and Y. Top panels: a simple gradient called from X, Y ¼ (0, 0) to (10, 10) where Z ¼ (X þ Y )/2. This
gradient is termed ‘‘slope-Z’’. Lower panels: a more complicated gradient having the appearance of a ridge, with
a low plain at (0, 0) and a high plain at (10, 10). This gradient is termed ‘‘ridge-Z’’. In both cases, Z has a
maximum value of 10, and has no cross-slope variation.

X )/10 þ 1) * Nsample/Nplant.
c. In the ‘‘pathological’’ bias, sampling
gradient is set up in the same direction
as the environmental gradient. In time 1,
a plant is sampled if ui , ((X þ Y )/10) *
Nsample/Nplant, whereas in time 2, a
plant is sampled if ui , (2  (X  Y )/10) *
Nsample/Nplant.

pling. The resolution of the grid is
variable.
b. In the ‘‘orthogonal’’ bias, a sampling
gradient is set up perpendicular to the
environmental gradient varying smoothly from the lower right corner to the
upper left corner. Two opposite sampling
biases are introduced in two time periods:
in time 1, a plant is sampled if ui , ((X 
Y )/10 þ 1) * Nsample/Nplant, whereas in
time 2, a plant is sampled if ui , ((Y 
v www.esajournals.org

4. From the population of all plants, label
Ntarget (varying from 5 to 200) of these as
being from the target species if ui ,
8
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Fig. 4. Three experimental sample biases. From left to right: ‘‘Patchy’’ sampling, an ‘‘Orthogonal’’ scheme where
the difference in sampling between time 1 and time 2 is perpendicular to the environmental gradient; and a
‘‘Pathological’’ sampling bias, where the difference in sampling between the two periods is along the
environmental gradient.

(Ntarget/Nplant). Because this uses the
same random variable u, these plants are
by definition also sampled. This equation is
modified analogously to a, b, c above to
introduce the same sampling bias in the
samples of the target species as in the set of
all sampled species.
5. The ‘‘true’’ distribution of the target species
is defined to be uniform across the domain,
and is drawn from the unsampled species
(u i  Nsample/Nplant) in the same ratio as
the target species is drawn from the
v www.esajournals.org

sampled species (Ntarget/Nsample). Using
an additional random variable n ; U(0, 1),
define unsampled plants as being of the
target species if ni , (Ntarget/Nsample) * (1
 Nsample/Nplant)) and ui  Nsample/
Nplant.
* Note that because u and n are random
variables, the actual number of sampled
species and number of target species in
each simulation can vary from their
nominal values. The realized number of
samples will be denoted N 0 sample and the
9
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realized number of samples of the target
species will be N 0 target.
6. Spatial or temporal weights are calculated
as described above (Eq. 1) using the ratio of
the realized number of samples falling into
a defined range compared to the number
expected under a uniform distribution,
where the expectation for the uniform
distribution is calculated from the realized
values of N 0 target. Spatial weights are
estimated using 10 histogram bins along Z.
The number of histogram bins is variable.
7. A discrete probability distribution (pdf ) for
the target species in Z for both time 1 and 2
is calculated, using K ¼ 30 bins (Fig. 5). A
separate pdf is calculated for the raw and
the weighted target sample data. The
probability for each bin for the raw data is
straightforward to calculate as the number
of target species samples falling in that bin
divided by the N 0 target in that time period.
The probability for each bin in the weighted
data is calculated as the sum of the weights
of all target species samples falling in that
bin (Rwzj,tk), divided by the sum of the
weights for all target species in that time
period (Rw-tk). Discrete cumulative distribution functions (cdfs) are calculated from
the pdfs.
8. Several statistics are calculated from the
pdfs and cdfs thus calculated.
a. The Kolmogorov-Smirnov (KS) test is a
non-parametric statistical test for significant differences in mean and shape
between two distributions. Statistical
significance is calculated as pKS ¼ f(DKS
* NKS), where f is the Kolmogorov
distribution, DKS is a measure of distance between two distributions, and
NKS is a measure of sample size. The
DKS statistic is calculated by calculating
the maximum distance between the cdf’s
of Z in time 1 and 2 for both the raw
and weighted cases (Fig. 5). The effect of
sample size in the Kolmogorov-Smirnov
test ispencapsulated
by ﬃ the parameter
ﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
NKS ¼ ðN1 N2 Þ=ðN1 þ N2 Þ, where N1
and N2 is the sample size of each of
the two distributions being compared.
For the raw data, NKS is calculated using
N 0 target, whereas the sum of the
v www.esajournals.org

Fig. 5. Top panel: discrete probability distribution
(pdf ) computed in 30 bins along the environmental
gradient ‘‘Z’’, highlighting differences in the pdf
between time 1 and 2 under pathological sampling
bias. Lower panel: Cumulative probability distribution
(cdf ) showing the effect of a weighting scheme to
correct for sample selection bias. Apparent bias is
quantified by the difference between the two cdfs, as
defined by the Kolmogorov D statistic.

weights Rw-tk is used for the weighted
data.
b. The Kolmogorov-Smirnov DKS statistic
was additionally calculated after first
subtracting the mean of Z within each
10
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time period. By subtracting the mean, the
KS test detects significant differences in
the shape of two distributions.
c. Student’s t was calculated for the case of
unequal sample sizes and variances, to
detect differences in the mean of two
distributions (dZ ) assumed (by the test)
to be normal. The test statistic t has a tdistribution with degrees of freedom
defined by the variance-weighted sample
sizes.
9. MCMC integration (see previous section) is
used to generate values of binomial probabilities in k bins along Z for each time
period, and estimate the empirical probability distribution of dZ. Best convergence
was achieved using e ¼ 10k, where k also
defines the number of bins for each run.
Results are approximately equivalent for k ¼
2–4, and we used 4 for the results presented
below.

pdfs (Fig. 6B). Consequently, the cdfs of the
sample data from the two time periods were
indistinguishable from each other and the analytical cdf (Fig. 6C). An example of the weighting
scheme on pdfs of the target species alone is
shown in Fig. 6D. The biased pdfs in each time
period resembled the biased pdfs calculated from
all samples, but were naturally more noisy.
Likewise, the weighted cdfs were similar but
not exactly the same to each other, illustrating the
difference in bias between all samples and the
target species alone. Similarly, the weighted cdfs
were not exactly aligned with the analytical cdf.
In general, the weighting scheme served to bring
the pdfs of the two sample distributions closer to
each other, and did not necessarily bring them
closer to the true underlying distribution. This
was particularly true for the patchy sampling
distribution (not shown), in which errors in the
pdf were substantial but random.
The weighting schemes were calculated from
the count of target species found in discrete bins
along Z. The mean impact on DKS of the number
of bins along Z used is shown in Fig. 7 (Nmc ¼ 50;
patchy bias; slope-Z ). Using just 2 bins made a
substantial reduction in DKS, on the order of 60%
relative to the unweighted case. Increasing the
number of bins to 10 yielded another 20%
reduction in DKS at large sample sizes (.75),
but was essentially little different from 2 bins at
low sample sizes. For sample sizes less than 75,
using 10 bins yielded results little different from
2 bins. For all sample sizes, using a large number
of bins (30, the same as used for the histograms to
construct the cdfs) made no substantive difference to the estimate of DKS. The remainder of the
results uses 10 bins along Z to calculate weights.
Note that even in the best of circumstances
(e.g., using a large number of Ntarget, and using
temporal weighting), the bias correction did not
erase the presence of bias in the target species’
distribution, evident from the remaining difference between the corrected cdf and the true cdf
(Fig. 6). Moreover, the ability to recover the true
distribution (where DKS would be zero) was even
more limited at smaller sample sizes. The range
of DKS over a range of sample sizes increasing in
powers of 2 from Ntarget ¼ 8 to Ntarget ¼ 256 is
shown in Fig. 8. Results for the experiment of
patchy sampling bias, slope-Z, and without
removing the mean from the distribution are

The above simulation procedure (steps 1–9)
was repeated Nmc ¼ 100 times, to generate
different spatial realizations of sampling bias.
The number of realizations of sampling bias
permits the estimation of the rate of Type 1 errors
for a particular experimental setup. Additionally,
the distribution of t-scores of dZ can be directly
tested for the assumption that they follow the
expected distribution, using a quantile plot, and
against the empirical distribution of dZ from
MCMC.
A number of sensitivity studies were conducted to determine their importance in producing
Type 1 errors: (1) the number of discrete intervals
along Z used to estimate bias weights; (2) the
pattern of sampling bias as patchy, orthogonal, or
pathological; (3) the complexity of the environmental gradient Z (slope or ridge); (4) the sample
size Ntarget ranging from 8–256 as powers of 2.

RESULTS
The basic validity of the weighting scheme is
shown in Fig. 6. Under pathological sampling
bias, the reweighted pdfs (of all samples) closely
corresponded to the analytical solution for the
pdf of slope-Z (Fig. 6A). The calculated weights
were very similar to the ‘‘ideal’’ weights calculated by the ratio of the analytical pdf and biased
v www.esajournals.org

11

October 2011 v Volume 2(10) v Article 115

WOLF ET AL.

Fig. 6. Analysis of weighting scheme to recover pdf under pathologically biased sampling. (A) Weighted versus
unweighted pdfs of all samples compared to analytical solution to pdf. (B) Calculated weights from biased pdf,
compared to ideal weights calculated from analytical pdf. (C) Cumulative probability distribution for weighted
and unweighted samples. (D) Cumulative probability distribution for samples of target species (Ntarget ¼ 100),
using weights (as before) from all samples. In (A), (C), and (D) red lines are unweighted, blue lines are weighted.
Black lines are analytical pdf/cdf.
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Fig. 7. Sensitivity of Kolmogorov D statistic to the number of bins along the environmental gradient used in
computing temporal weights.

shown in Fig. 8A. The values of DKS for each
Monte Carlo iteration is shown for both the
unweighted (red symbols here and in all later
figures) and weighted (blue symbols) distributions, as well as the value of DKS necessary for
each Monte Carlo iteration to be considered
statistically significant at the 5% level, referred to
as D*. Although the values of DKS were larger at
small sample sizes, the values of D* grew even
larger, such that the difference between D* and
DKS tended to be largest at small sample sizes
(middle panels), effectively making it more
difficult to make Type 1 errors with smaller
samples (right panels). The KS test appeared to
be a good statistic under this experimental setup,
because the actual rate of Type 1 error is close to
the nominal rate of 5%. Under patchy bias (Fig.
8A) and orthogonal sampling bias (not shown),
the difference in DKS between weighted and
unweighted distributions was not pronounced.
When pathological sampling bias was introduced (Fig. 8B), the effect of weighting is evident.
The distribution of DKS for the weighted distributions was approximately the same as for the
default case, but the value of DKS in the
unweighted distributions was large in both small
and large sample sizes, and virtually guaranteed
v www.esajournals.org

a Type 1 error for all the Monte Carlo iterations at
Ntarget . 50. Interestingly, the weighting
scheme did not protect fully against Type 1
errors, because the fraction of Type 1 errors was
greater than 5% of the weighted distributions,
which was more than the nominal error rate
given by D*.
Subtraction of the mean before calculating DKS
alters the interpretation of the test as being the
difference in both position and shape of the
distribution to just testing the shape of the
distribution. Mean correction effectively protected against Type 1 errors in both the unweighted
and weighted distributions, even under pathological sampling bias (Fig. 8C) in the simple case
of slope-Z. If anything, the test might be
considered too conservative, because not even
5% of the simulations were significantly different,
as would be expected. However, under the more
complex environmental gradient of ridge-Z (Fig.
8D), the test found approximately 5% of weighted distributions significantly different at large
sample sizes (and nearly so at lower sample
sizes), while a great proportion of the unweighted distributions have Type 1 errors at Ntarget .
16.
The shift in distributions using the MCMC
13
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Fig. 8. Left panels: Values of Kolmogorov-Smirnov DKS statistic versus sample size (plotted as KomogorovSmirnov NKS to compress abscissa). Red symbols are unweighted, blue symbols are weighted. Black symbols are
values of D that represent the minimum D necessary to detect a significant difference at 5% (D*), given the
Kolmogorov sample size of the two distributions (NKS). Middle panels show the difference between D* and DKS,
such that negative values denote a significant difference at 5%. Right panels show the fraction of values in the
middle panels lying below 0. The horizontal line in the right panels is set at 5% for reference. Each row is a
different experimental setup: (A) Default. (B) Pathological bias. (C) Pathological bias with mean correction. (D)
Pathological bias with mean correction using ridge-Z.
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Fig. 9. Example of shifts in distribution diagnosed by significant differences in time between binomial
probabilities p in 4 bins along Z. Vertical line shows true probability (Ntarget/Nsample). This example is for
Ntarget ¼ 256 samples per time period, and pathological sampling bias over slope-Z. The lower panel shows the
simulation domain oriented from lesser to greater Z, with bins Z1–Z4 superimposed.

method was evaluated by testing for significant
differences in the parameter values, using their
empirical distributions. An example for a set of
parameters for one realization of sampling bias is
shown in Fig. 9. The example shows the
distribution of parameters describing the binary
probability in each of 4 zones along Z, in each of
two time periods, given 256 samples of the target
species in each time period, and under pathological sampling bias. Under pathological bias,
there were few samples at low Z and many
samples at high Z for time 1, and conversely for
time 2. The effect of sample size was evident in
broad parameter estimates for pZ1,t1 and pZ4,t2
and correspondingly sharp distributions of pZ1,t2
and pZ4,t1. The probabilities in bins Z2 and Z3
were narrowest because these had the highest
number of samples owing to their larger prevalence in the landscape, illustrated in the rightmost panel. All of the distributions shown in Fig.
9 overlapped the true ergodic probability of
(Ntarget/Nsample ¼ 0.0256), and none were
significantly different from one another. Summarizing over all spatial realizations and sample
sizes, only 1.0% of runs showed a significant
difference in the two tails of the distributions of
these binary probabilities, which was substanv www.esajournals.org

tially less than the 5% (two-tailed) error rate used
to define the tails.
The fraction of Type 1 errors (false positives)
for the detecting significant differences in dZ
from 0 is shown in Fig. 10. The plot compares
unweighted data with both methods for removing bias, along with two types of bias (patchy
and pathological) and both patterns of Z (slope-Z
and ridge-Z ). For the unweighted data, the error
rate was much higher than acceptable, approaching 70–100% for sample sizes greater than 32.
Without accounting for bias, a false positive was
essentially guaranteed with large sample sizes
under pathological sampling. The weighting
method substantially improved the error rate to
10–20% for sample sizes greater than 16, and yet
this was still larger than the nominal 5% expected
from the t distribution. The MCMC method gave
an error rate averaging 5.17% under all experimental setups, which was approximately the
same as the nominal error rate, and is more or
less constant across all sample sizes.
The high error rate in the weighted experiments was examined using quantile plots, which
show quantiles of the observed distribution of
values against quantiles of the expected distribution (Fig. 11A). The differences in the means of
15
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(Fig. 11B). Examination of the distribution of dZ
from the MCMC results (Fig. 12) demonstrated
that the distribution of dZ is approximately
normal but that it too has heavy tails (quantile
plot not shown). Rescaling the standard deviation obtained with the weighting method by the
equation in Fig. 11B changes the quantiles to
normal (not shown) and the error rate under the
most difficult experiment to 0.17%. However, this
normalization should be interpreted cautiously
though; under different experimental conditions
the appropriate rescaling changed, yielding no
easily applied transformation to use in practice.

DISCUSSION
This paper is oriented around the practical
problem of how to approach change detection
using herbarium or museum collections. Change
in this context could be both geographic distributions, such as poleward or elevational migration of range boundaries, or environmental
distributions, as with species whose niche is
changing. Although it is laudable to probe why
changes may or may not be happening (Walther
et al. 2005), and mechanistically understand
whether shifts can be attributed to physiological
(Willis et al. 2008) or demographic factors (Doak
and Morris 2010) using exhaustive resurveys
(Moritz et al. 2008), the interpretation of such
studies are necessarily confined to a high
mountain pasture in Switzerland, a small park
in Massachusetts, 3 sites along the Rockies, or a
transect across Yosemite respectively due to the
spatial extent of the available data. We would
like to use the vastly larger and broader set of
data from museum collections (Graham et al.
2004) to understand long-term and continental
scale changes across a wider swath of species
diversity (Graham et al. 1996, Hadly et al. 2009),
but doing so means wrestling with the inextricable sampling biases that accompany these data
sources (e.g., Figs. 1–2).
The changes we wish to detect might be the
edges of distributions (Murphy et al. 2010) or the
means of distributions (Kelly and Goulden 2008,
Lenoir et al. 2009, Shoo et al. 2006), but
regardless, test statistics should be used that are
robust to Type 1 errors in the face of sampling
bias. This study has taken the approach of
simulating data that is analogous to the type of

Fig. 10. Fraction of Type 1 errors (false positives) for
significant differences in the mean of two distributions
(dZ ). Experiments shown include pathological sampling bias (circles) and patchy sampling bias (triangles), and slope-Z (filled symbols) and ridge-Z (open
symbols). Unweighted (red symbols) and weighted
distributions (blue symbols) are evaluated using the tdistribution to assign statistical significance at 5% level
(two tailed). Significant differences in MCMC (green
symbols) are evaluated using two tailed 2.5% quantiles
from the empirical distribution (see Fig. 12B).

two normally distributed populations should
follow a normal distribution (or a t-distribution
in the case of small sample size). Under the
patchy sampling (not shown), the t-values did
not depart significantly from normal in either the
unweighted or the weighted case. Under pathological sampling however, the t-values in the
unweighted data showed marked departure
from normality: while the shape of the distribution was normal (the slopes parallel the 1:1 line),
the mean of the distribution increased with
increased sample size (Fig. 11A). The weighted
distributions showed a skewed distribution, in
which the mean lies above the 1:1 line, with a
heavy tail to one side. The heavy tail suggest that
the standard deviations used to calculate the tvalue were too small, and indeed the estimates of
the standard deviation of dZ for the weighting
method were systematically smaller than the
standard deviations of dZ estimated by MCMC
v www.esajournals.org
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Fig. 11. Distributional properties of dZ, the mean difference between two distributions with pathological bias.
(A) Quantiles of t-values from weighted (blue symbols) and unweighted distributions, versus quantiles of
Student’s t-distribution. (B) Standard deviations (r) of weighted distributions versus corresponding standard
deviations from MCMC.

zero (Cortes et al. 2008). This is the same
assumption posited by the bias correction approach used in recent versions of MaxEnt
(Phillips et al. 2009) or MARS (Elith and
Leathwick 2007), but as far as we know the
application of the Bayesian weighting method is
unique in this context. While the Bayesian
weighting method allows for detection in changes in both shape and mean of species distributions, it relies on parametric descriptions of the
probability distributions of test statistics (e.g., the
t-distribution or the Kolmogorov distribution).
An alternative approach also developed here is
to estimate the binomial probabilities of drawing
the observed number of the target species among
all sampled species for a given zone along the
environmental gradient. This method differs
from the weighting method, in that it can deal
formally with the absence of samples from the
target species, because the possibility of drawing
no samples of the target species among all
samples has a defined likelihood. Additionally,

data we wish to analyze, with sample sizes from
few to many, a suite of different sampling biases,
and background environmental gradients with
greater or lesser complexity, and examined the
performance of two methods to detect a temporal
change in the distribution of a species of interest,
despite the presence of a concomitant change in
the distribution of sampling intensity over time.
The performance was judged according to
whether the text statistics conform to their
assumed probability distributions and thus have
Type 1 errors equal to their nominal values used
to ascribe statistical significance.
The Bayesian weighting method renormalized
the importance (the weight) of each sample point
under the presumption that the background
sampling should be uniform in time (although
not necessarily uniform along the environmental
gradient). This method assumes that in principle
the target species could be found anywhere along
the gradient, or formally that the support for the
density of the target species is everywhere nonv www.esajournals.org
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Fig. 12. Example of result from Markov chain Monte Carlo (MCMC) analysis of probability distribution of dZ,
the mean between two biased sampling distributions. (A) Log-likelihood of the ensemble of accepted solutions
for the parameter set p. (B) Frequency distribution of dZ, showing ML mean and MCMC ensemble mean. Note
the tails of this distribution overlap 0, showing no significant shift in species distribution detected.

it does not rely on parameterized distributions of
the test statistics, because Markov chain Monte
Carlo (MCMC) was used to explore the actual
distribution of these binomial probabilities,
which in turn permits an empirical estimate of
the distribution of the shift in the mean of the
distribution over time. Because the definition of
the MCMC algorithm accepts parameter sets in
proportion to their likelihood, the ensemble of
parameters itself constitutes the probability
distribution of the mean shift. The shift of the
upper and lower 2.5% of ensemble members can
be used to define confidence intervals for
significant overlap with 0. The weakness of this
method is in determining significant differences
in the shape of the species distribution. Whereas
the weighting method accommodates the use of
the Kolmogorov statistic for examining changes
in a nearly continuous cumulative probability
distribution, the MCMC method allows only
pairwise comparisons in the binomial probabilities, which are relatively few.
The two methods can be seen as having
v www.esajournals.org

different advantages—MCMC estimation of binomial probabilities gives a richer probabilistic
description of different parameters of interest,
including the mean shift, but at the expense of
having a much coarser description of the niche.
By contrast, the weighting method gives a richer
characterization of the shape of the niche, but
must rely on parameterized distributions for its
test statistics. The use of binomial process as an
underlying probability model can deal formally
with false-absences, because there is a finite
probability of finding zero samples of a target
species when the binomial probability is greater
than zero; in this study the estimated binomial
probabilities are always required to be greater
than the numerical precision of the computer. By
contrast, the Bayesian reweighting method has
no formal way of dealing with false-absences.
The two methods presented here are also distinct
from methods used in the SDM literature to
characterize niches. Unlike species distribution
modeling (Elith et al. 2006), there is no goal here
to project a niche in environmental space onto
18
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geographic space. Consequently, there is no need
to fit a parametric function describing the niche,
and compare the resultant functions (Warren et
al. 2008), which lack important information on
uncertainty, and necessarily lead us further from
the data, as has been remarked elsewhere
(Phillips et al. 2009).
All of the findings demonstrate that using raw
data without dealing with sample bias is in great
danger of giving misleading results in the
presence of nearly any sampling bias. Only in
the most fortunate of circumstances can workers
expect to use presence data without dealing in
some formal way with bias in the sampling that
resulted in the observations, which is perhaps a
testament to the prevalence of change detection
studies that avoid using presence-only data, and
rely on resurvey of historic collection sites.
However, both of the methods presented here
worked well at alleviating most of the contamination with sample bias under most of the
experimental circumstances we tested.
Detecting shifts in the shape of the distribution
and shifts in the mean were sensitive to different
experimental treatments of sampling bias and
complexity of the environmental gradient. For
shifts in the mean, the most difficult experimental
scenario was not the complexity of the underlying gradient (i.e., slope-Z versus ridge-Z ), but
rather the alignment of the sampling bias with
the gradient. Under pathological sampling and
slope-Z, the sampling bias was exactly aligned
with the environmental gradient. This treatment
combination proved to be the most problematic
type of sampling bias for rejecting spurious mean
shifts. However, under treatment combinations
when the same pattern of sampling bias across
the territory overlay an environmental gradient
that was not as tightly correlated, such as patchy
bias and slope-Z or pathological bias and ridgeZ, the models did not have as much difficulty in
rejecting a mean shift. Between the weighting
method and the binomial probability method, the
rich characterization of the probability distribution of dZ by MCMC allowed a far more accurate
and robust ability to reject spurious shifts,
because the distribution of the mean shift was
not necessarily normally distributed. For this
reason, the weighting method is not recommended for use in detecting changes in the mean.
Neither the weighting method nor the binomial
v www.esajournals.org

probability method showed strong sensitivity to
sample size in detecting changes in the mean, in
the sense that error rates were approximately
equal for all sample sizes, although sample size
varied over 6 powers of 2. Both methods showed
that small sample sizes were appropriately accounted for in greater spread in the test statistics.
By the same token, the increase in sample size
gave the illusion of greater accuracy in the raw
data, which greatly increased the rate of false
change detection. In some sense, the only conditions in which raw data were ‘‘safe’’ were those
with so few data that the confidence intervals for
the mean and distribution so broad as to be
statistically powerless to detect a difference.
By contrast, both methods were approximately
similar in their ability to reject shifts in the shape
of the distribution. Unlike detecting shifts in the
mean, the more sensitive treatment was not the
nature of the sampling bias, but the shape of the
underlying environmental gradient. The most
difficult treatment was ridge-Z with pathological
sampling. Given this treatment, it was essential
to remove the mean in order for the weighting
method to give reasonable Type 1 error rates of
below 5%, and in fact only with large sample
sizes did the weighting method detect any shift
in shape. The binomial probability method was
similarly conservative in detecting changes in
shape, yielding only 1% Type 1 errors at the 5%
significance level. Although both methods
showed comparable ability to reject spurious
changes in shape on average, this varied according to sample size. The errors for the MCMC
method were approximately equal for small to
large samples, whereas the weighting method
only became sensitive to shifts in distribution at
the largest sample size.
Regarding the monkeyflower that we used to
motivate our analysis (Fig. 1), the method of
binomial probabilities was investigated to determine whether this species experienced a shift in
elevation over the 20th century (Fig. 13). While a
greater number of samples was found at lower
elevations in the late period (Fig. 13A), the
sampling intensity of all species was greatly
expanded into lower elevations in the later
period. Therefore, the binomial probabilities of
being found in each of several elevational bins
were not significantly different from one another
(Fig. 13B), the shift in mean is not significantly
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Fig. 13. Graphical explanation of the procedure for estimating elevational shifts for a single species (here,
Mimulus aurantiacus). (A) Summation of individual elevation observations of M. aurantiacus into discrete bins, for
comparison against background sampling of all species. The width of each bar represents a discrete elevation
range ( j ¼ 1:4), defined by the quartiles of the elevation distribution of all specimens in the region. Referring to
Eqs. 1 and 2, The height of the red bars is kijk , the height of the blue bins is njk , the maximum likelihood estimate
of pijk ¼ kijk/njk. The midpoint of each bin is Zj. (B) The probability distribution function (pdf ) of each pijk for M.
aurantiacus. (C) The pdf of elevation shift dZi for Eriogonum tripodium, showing the likelihood of each accepted
candidate set pi (left). The mean elevation shift of M. aurantiacus, its standard deviation and quantilies are directly
calculated from these 4000 sets of pi. The right panel shows the non-parametric distribution of dZ, which for M.
aurantiacus is not significantly different from zero at P , 0.01.

v www.esajournals.org
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different from zero (Fig. 13C), and we conclude
that no significant shift has occurred. Interestingly, although the biased mean has shifted
down overall, the bias-corrected mean shows
movement upslope on the order of 50 m,
comparable to shifts observed in floras elsewhere
(Kelly and Goulden 2008, Lenoir et al. 2008).

the likelihood of the mean shift, or shift in any
individual binomial probability, was much more
accurate. This was true across all sample sizes,
and under the most ‘‘difficult’’ experimental
treatments, including the pathological sampling
bias in which the change in position along some
environmental gradient is exactly aligned with a
shift in sampling bias. Although the MCMC
approach characterizes the niche of an organism
much too coarsely to be used in species distribution modeling, it has clear advantages in change
detection studies for its ability to simultaneously
accommodate bias and parameter uncertainty.
We hope that this approach will open up the
biological wealth contained in natural history
collections to help us quantify and understand
the urgent impacts on biota and habitat taking
place in the world today.

CONCLUSION
The paper highlights the extraordinary impact
of sampling bias present in data from herbarium
and museum collections, compromising the
ability for researchers to use these data in change
detection studies. We found that using sample
data without explicitly accounting for bias is
almost guaranteed to provide strongly misleading results except under the most fortunate
circumstances. Two methods presented provide
tools for dealing with this bias in a formal
manner, namely (1) a Bayesian weighting method that renormalized the importance (weight) of
each sample in order to achieve a uniform
distribution of weighted sample size in time,
within different strata of an environmental
gradient, and (2) a method for summarizing the
data using binomial sampling probabilities within strata of an environmental gradient, the
uncertainty of which is explored using Markov
chain Monte Carlo.
Of these two methods, the Bayesian weighting
method was effective at removing most bias
between two distributions, and characterizing
the distribution with some fidelity. However, this
method relied on a t-test to detect for changes in
the mean, which relies on the assumption that
the shift can be characterized by a t distribution,
an assumption that was found untenable. Consequently, there were treatment combinations in
which the sampling bias and underlying environmental gradient resulted in spurious change
detection 2–4 times the rate expected under 5%
significance tests. The weighting method was
conservative in detecting changes in distribution,
but only became sensitive at large sample size.
By contrast, summarizing the data using
binomial probabilities was much more robust in
ascribing significance to changes either in the
mean or in the shape of distribution. Because
changes in the mean did not follow parametric
distributions, the empirical characterization of
v www.esajournals.org
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